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I’ve always felt that the discussions I’ve seen of free will versus determinism didn’t make clear what free 

will is, precisely. So I wanted to write down something that is well-defined, and seems to me to embody 

what we actually mean when we use the term. It turns out that it is not at all incompatible with our 

understanding of how the world works, but it requires systematically thinking about ourselves in an 

unfamiliar way. My analysis will probably remind the reader of Dennett, but I actually was unhappy with 

his treatment of the subject in Freedom Evolves, and that dissatisfaction is where this project started. 

However, perhaps I am more in line with his treatment than I believe. I’m also indebted to Douglas 

Hofstadter, who has good ways of talking about the kind of “causality” I want to deal with. My take on 

this is definitely close to his in I Am a Strange Loop, but he doesn’t explore all of the ideas I do below. 

One thing I am definitely looking for is someone who has already taken the route I outline below, so if 

the following looks familiar to you, please point me in the right direction. 

I’ll note right now that I will resist actually giving a definition of “free will”, because of how loaded that 

phrase is. In fact, as far as I can tell, “free will” isn’t a well-defined philosophical concept. So when I use 

the term, I will always be referring to a vague, commonly held idea, not a fundamental category. You 

can imagine the phrase always appearing within quotation marks, which I will generally forgo from now 

on for stylistic reasons. When I need to contrast my pragmatic, psychological/sociological use of the 

term from some hypothetical fundamental notion, I’ll use “Free Will” for the latter.  

I should also note that I will often refer to the “behavior” of a complex system, and people are the 

paradigmatic examples of the kind of systems I am most interested in. But for me “behavior” means 

anything measurable about the system, including (in the case of a person) verbal output, the person’s 

own opinions about their thoughts and feelings, brain states, neuron chemistry, whatever. So this is not 

at all classical Behaviorism. 

My fundamental  starting point is that any system has a certain degree of predictability, given a certain 

amount of information known about it. The finer-grained the known information is, the more 

predictable the system is in principle, although serious computational issues arise in practice. Also, the 

better one understands and organizes the information (into a good model), the more predictable is the 

system. Ideally one has a model that focuses on exactly the relevant data at each level of abstraction; 

some micro-scale data, perhaps even a lot of it, might be necessary, but higher-level patterns are also 

almost always necessary for efficient prediction. (I’m basically paraphrasing Hofstadter here.) A key 

point concerns the opposite of predictability: If a system is fundamentally unpredictable, even given 

maximal information about it, it is random. This may seem to be a strong or surprising statement; I will 

return to this further later on. 

Consider the system consisting of a person (call her Ada)—especially her brain—and her environment. 

Given the usual amount of information we have about this system, it is predictable in some ways (basic 

laws of mechanics, physiology, etc.). For example, if a baseball flies toward Ada’s head, she is likely to 



duck. However, detailed prediction is impossible with our usual information. Ada’s desires, thoughts, 

memories, and perceptions will influence her actions in a complicated way, which will result in actions 

and situations which in their details (and, further on in time, even in general outline) will be impossible 

to predict. We perceive this partly as Ada’s free will acting to make choices which do not seem 

“determined.” However note that a substantial part of the unpredictability will result simply from our 

lack of predictive power for her environment. I claim that there is no fundamental difference between 

the unpredictability coming from her brain and that coming from her environment. 

Now imagine a much, much higher level of knowledge of this system. We know all of the details of Ada’s 

environment, in exactly the relevant ways so as to make predictions (in particular, we know and 

understand her environment far better than any model one could use today---imagine a very, very large, 

and sophisticated, computer model). We also have a comparably accurate model of her brain (and body, 

to the extent necessary). Or perhaps, to make it more plausible, we focus on one “decision” that Ada 

will make, at a certain time, and we just have a model that includes the relevant parts of her 

environment, body, and brain. Perhaps we can isolate certain physical structures, certain abstract 

structures of thought (implemented physically, of course, but our model may not need to worry about 

the physical details for some mental structures), maybe even small groups of neurons, or individual 

synapses. That is, imagine that we have assembled a highly accurate, multi-level, hardware/software 

model of all of the relevant data.  

The key is that we imagine that this model is good enough to predict, with high (not necessarily perfect) 

accuracy, what decision Ada will make at this particular juncture. How hard such a model would be to 

create and implement depends on the details of brain/mind organization; on basic facts of chemistry 

and physics; and on what the exact decision is. (For example, the decision to duck would likely not be as 

hard to model as the decision to get married.) Perhaps many decisions would be influenced enough by 

quantum mechanics so that highly accurate, nonprobabilistic prediction would be impossible. (However, 

I don’t think there is any fundamental role for the unpredictability of quantum mechanics per se in what 

I have to say. Classical mechanics of complex systems is plenty unpredictable.) In any case, a model that 

would always be able to predict every decision would be a fantastically accurate, detailed, and 

computationally difficult model.  

One way to describe such a model (even for one decision) is that the model knows Ada better (much 

better) than she knows itself. Now we can ask, is it disturbing (to us, or to Ada in particular) that this 

model can predict her decision? The model knows her (relevant) thoughts, feelings, memories, 

subconscious processes, crucial neurons, levels of neurotransmitters---it is a psychic, a therapist, a 

physicist, and a chemist all in one. I claim that it is utterly unsurprising and not disturbing that such a 

model would be able to predict Ada’s decision.  

But suppose that the best model imaginable could not predict her decision. Then that decision would 

have no correlation with her relevant desires, emotions, etc. In other words, it would be random whim. 

Such random whims may very well happen, but they do not embody what most people seem to want 

from free will. The utterly random nature of such a whim decouples it entirely from personality, so it 

cannot be said to be coming from the person. If Ada’s decision is completely uncorrelated with her 



mental state, it has nothing to do with Ada, only with some fundamental (perhaps quantum) 

randomness. Certainly, this is not the kind of free will that would connect to ethics, at any rate.  

Proponents of some sort of dualistic model would argue that what I am calling a random whim is 

actually the key to free will, and that it is not random, that instead it proceeds from the Self, some sort 

of Cartesian Ego. There are a few possibilities here. First, such an Ego could be totally uninfluenced by 

Ada’s mental states, and its effects (the results of the “willed” actions it causes) could show no patterns, 

no correlations with each other. Such an Ego is (in addition to being a completely artificial construct) not 

remotely worthy of being Ada’s Self, since it embodies nothing of Ada’s personality. Its input to the 

system is arbitrary and random. As noted above, this is not what most people want from free will; it also 

is indistinguishable from ordinary randomness.   

Second, the Ego could be uninfluenced by Ada’s (ordinary) mental states (say, states that are linked in 

some known way to brain states), but it could show patterns and correlations, with itself and/or with 

some other part of the ordinary physical world. It would still be bizarre to call this Ada’s Self, since it still 

is uncorrelated with her personality, but let’s accept the hypothesis anyway. In this case the Ego will be 

(to the extent it shows patterns) predictable in itself, and is just another (exotic) element of physical 

reality, predictable to a certain degree. We would just extend the boundaries of what we call “Ada” to 

include this exotic part of reality. (So now Ada has two parts to her true, full “personality”, which have 

an absolute wall between them. Such are the ways of dualism.) So the ideal model would include the 

Ego, and we are back where we were before. The truth could lie in between, but to the extent that the 

Ego’s contributions are fundamentally unpredictable, they are random, not constituting some special 

“will”.   

Third, Ada’s Ego could actually correlate with Ada’s mental states, and then, to whatever degree it 

correlates, it is part of reality, as before, and would be part of the ideal model. So once again there isn’t 

a fundamental difference due to the dualistic assumption.  

The fundamental dichotomy is not between “physical” and “nonphysical” entities; that is a false 

distinction. Rather, it is between predictability and randomness. (As noted already, there is a gradation 

between the extremes of such a scale—it’s not all or nothing.) To the extent that Ada’s decision is 

fundamentally unpredictable, given the ideal model, it is random---correlating not at all with anything 

about Ada. Such unpredictability is possible, and quantum mechanics actually makes it quite likely 

whenever a decision (or a long-term prediction of behavior) depends on some sensitive, small-scale 

process. (E.g., suppose Ada wavers, at most brain/mind levels, almost exactly between two options, and 

a single chemical reaction triggers a cascade of neuronal activity which pushes her one way; this is quite 

a plausible scenario.) But that unpredictable aspect of the system is exactly what is unrelated to Ada 

herself.  If Ada were highly unpredictable in this way, her actions would be random (and hence almost 

certainly bizarre), not “freely willed.” It is the predictability (in principle) of her actions that link them to 

her personality, character, emotions, history, etc., i.e. herself. (Note that this is completely contrary to 

those who claim that the essential unpredictability of quantum mechanics is the key to free will. That is 

always only a source of pure randomness. Later on I’ll consider the paradigmatic example of a simple, 



yet fundamentally unpredictable system: an electron going through a double-slit experiment. Its 

unpredictability is not something that most people would like to label as free will.) 

Now, return to a more realistic model of Ada, where we do not have such incredible access to her brain 

and all its details (nor to all relevant details of her body and environment). Now unpredictability is not 

surprising, since our model (of an exceedingly complex, and probably sensitive, system) is so rough. 

Conversely, complete (or even decent) predictability would be bizarre. But that is what some people 

falsely imagine to be the consequence of a “deterministic” account of behavior. Perhaps much of the 

unpleasantness people feel about determinism (“versus” free will) is due to this mistake: assuming that 

a rough model could be predictive. Analogies to simple mechanical linkages, going back two hundred 

years, don’t help matters. 

Note that the ideal model of Ada will almost certainly include a great deal of high-level description and 

analysis, probably much of it in terms of Ada’s own mental model, self-analysis, and interior 

monologues. Often the best explanation of why she makes a certain decision will mostly be in terms 

such as “she strongly desired,” “she knew it would be best,” etc., as opposed to an enormous list of 

chemical potentials for synapses, for example.  This use of high-level analysis as the key to prediction is 

what Hofstadter calls “downward causality,” where an abstract description of a pattern, process, or 

symbol is the best reason to give for a certain action. I avoid the term “causality”, since it can seem 

mystical in this application, and prefer the term “prediction.” (Note however that the terms are almost 

interchangeable when used precisely in physics.)  

Hence a lot of “free will” can be better described by this “downward causality”, or rather, the predictive 

power of a high-level model. However some of the confusion about free will comes from assuming that 

the ideal model is purely a high-level one, referring only to obvious conscious (or even verbalizable) 

states. Even Freud started to look deeper than that, and we are still building (as yet primitive) models 

which involve more and more (and sometimes deeper) levels.  The predictive power (“causality”, “will”) 

in the ideal model would involve a complicated mixture of all of the levels, and a different mixture for 

different decisions. 

Here’s where this puts us so far: a person, as a certain type of complex system, embodies a particular 

mixture of predictability and unpredictability. I don’t want to define “free will” as this mixture; in fact I 

don’t want to define the term at all, as I said at the outset. But I do want to say that it is this mixture 

that is the actual property of a person that leads us to use ill-defined notions such as the traditional 

“free will.”  

However, so far I have only focused on the fact that a person is a complex system for which (even rough) 

prediction necessarily requires a huge, multi-level model. There are other such systems which are not 

people, and to which most people would not assign anything like a notion of free will. The Earth’s 

biosphere (minus the humans, say) is an example. Modeling that system (even to the meager extent we 

can do it right now) does involve high-level and low-level analysis, and the system shows a similar 

mixture of predictability and unpredictability as a person does.  



So am I saying that the Earth’s biosphere has free will? No, since I don’t even want to define that term, 

nor do I want to suggest that I am investing the biosphere with some sort of dualistic Self or 

consciousness, à la the Gaia hypothesis. Nor am I suggesting that when people use the term “free will,” 

that they are referring only to a property that is shared by the biosphere. 

Here is one key difference: the biosphere can’t talk, or listen, or analyze itself. We assign the full 

measure of free will not to any complex system, but only ones with which we can communicate 

linguistically, and which talk about themselves. Ada can say “I decided to go to the store, because I 

wanted some cookies, but I’m not sure why, in the crucial moment, I went to Whole Foods and not 

Albertson’s.” That sentence relates part of Ada’s model of her own behavior, and its mixture of 

predictability and unpredictability. The biosphere does not communicate such things to us, which we 

perceive as an essential difference.  We say that such a system acts as if it “had a mind of its own”, but 

we don’t actually assign it free will. Similarly, we can try to influence Ada’s behavior by talking to her, 

cajoling, threatening, what have you; these will not avail us with the biosphere.  

Note again that I am not trying to identify some fundamental distinction between cases and say “these 

have free will, and these don’t.” I am looking for properties of systems that are truly verifiable, and 

which help explain why we make the distinctions we do. It is not surprising that we identify a difference 

between a system that talks to us, relates its own self-model, and (perhaps) listens to us, on one hand, 

and one that doesn’t do these things on the other.  

A closely related fact is that we can imagine being another person (to some extent) and imagine taking 

up their first-person point of view. The behavior of the kind of complex system I am discussing will 

always look quite intriguing from the system’s own point of view. Hence our own behavior, and that of 

others, imagined from the inside out, is fascinating to us, and gets labeled with the term “free will.”  

A halfway case is that of a higher animal, such as a dog. We can’t communicate linguistically with a dog 

except to a very limited degree, and most people would believe that a dog’s self-model is quite primitive 

compared to ours. But it certainly has one, and we can imagine a little bit what the dog’s first-person 

point of view would be. (Note that I am not making any assertions about the degree of consciousness of 

a dog, or exactly how much we can imagine what it is like to be the dog. I am talking about how we think 

of dogs, not about fundamental issues, since right now I am discussing why we would assign various 

concepts to the dog.) Hence, to a limited degree, we assign some sort of “free will” to the dog.  

If one makes such a statement officially, as one about Free Will, then this becomes a controversial 

statement of fundamental principle (imagining that Free Will is a well-defined fundamental 

philosophical idea, which, as noted above, I dispute). But if we look at how people interact with dogs, 

it’s clear that we are using a distinct, but similar, notion for the dog’s behavior as we do for other 

humans’ or our own. For example, one way we try to influence a dog’s behavior is by talking to it (or 

yelling at it). We explain this to ourselves roughly as “I talk to Rover; he listens (with his little brain); he 

decides to do what I ask (or not).” If questioned vigorously, we may not want to defend these 

statements on the level of fundamental principle, and we don’t perceive it as identical to talking to 

another human, but practically speaking, we see the cases as similar in kind, but different in degree.  



It may seem that I am sneaking up on a necessary connection between free will and consciousness. 

Now, in my pragmatic approach, there is no such fundamental concept as Free Will, hence no point in 

talking about a necessary connection between it and some other putative fundamental concept, such as 

consciousness (if that concept can be made sufficiently well-defined itself). But practically speaking, a 

conscious being will, I think, almost necessarily be the kind of complex, multi-level system that exhibits 

the kind of behavior that we label as free will, especially when we believe it to have a first person point 

of view, and when we can communicate with it. So loosely, consciousness is a sufficient condition for 

free will.  

This echoes a claim by Raymond Smullyan in “Is God a Taoist” (reprinted in The Mind’s I) that any 

conscious being must necessarily have free will. More precisely, he says that it is impossible to imagine a 

conscious being without free will. (He even says such a thing is a “metaphysical absurdity”; being no fan 

of metaphysics in general, I wouldn’t put it that way.)  

Now, it is almost possible to imagine such a consciousness: it would be entirely passive, not willing 

anything, i.e. not exerting “downward causality”. More precisely, its conscious processes would not be a 

useful part of a predictive model, as opposed to the situation for human consciousness. They would 

observe the environment, and be affected by it, but not meaningfully affect it. One such mental process, 

it would seem, is memory---a recording of experience, with no reaction. Of course, in normal humans, 

experience and memory are immediately linked to introspection and reaction.  

More realistically, we can consider a “locked-in” person, who can experience sensations, and even 

understand language, relatively normally, but who cannot respond. Such a person is, for almost every 

practical purpose, purely passive, not reacting at all. But there is a crucial exception: this person reacts 

within her mind, with introspection and some degree of self-dialogue (maybe not verbalized in all 

cases). The different subsystems of her mind/brain are still interacting, and affecting each other. So, 

since her mind is not one solitary, indivisible unit, it cannot be completely passive; its basic functioning is 

interactive, if only internally. Her “free will” will reside in the effect she has on her own mind. Put more 

precisely, the ideal predictive model for her would necessarily include her conscious mental states, even 

though it would be only those states that would be affected. 

This is a good time to summarize my method, which I’ve used a few times already: when a discussion 

uses the term “free will”, I translate the discussion into one about predictability and/or unpredictability 

vis-à-vis various models. The result is a more concrete discussion, about (in principle) verifiable notions, 

that I claim still reflects the ideas involved; but it is often unfamiliar and perhaps disturbing. I’ll continue 

below with more examples and applications to illustrate the method. However, the one question I won’t 

try to translate is “does X have free will?”; I’ve already noted that I don’t think this is useful.  

Let’s turn to the common claim that “free will” (in some traditional sense) is necessary for ethics to 

make any sense, and that a deterministic account of behavior makes ethics impossible. The implication 

is usually that predictability is the problem. I claim exactly the opposite. In fact, the partial predictability 

of human behavior, and the exact way in which it is partially predictable, is crucial to how our moral 

systems work. 



The basis of my analysis is the practical application of ethical principles in society: we make rules and 

laws, informally enforce mores, and exhort each other, based on our ethical principles. In short, we try 

to influence each others’ behavior. We even try to influence our own behavior by having internal ethical 

debates. If this influence were nil, or were completely unpredictable, such an attempt would be pointless. 

But in fact people are partially predictable, and such prediction is accomplished by modeling mental 

states, and the easiest way to influence conscious states is by social interaction (particularly verbal, but 

throwing someone in jail gets a point across too).  

For contrast, let’s look at a quintessentially unpredictable system: an electron going through a two-slit 

experiment, already referred to above. Which slit it goes through is fundamentally random, so this is as 

far from classical determinism as we can get. But does the unpredictability here constitute morally 

significant free will? I think everyone will answer “no” here, and I do as well. Here is what I think is the 

salient difference between the kind of unpredictability the electron shows and the kind that people 

show: you can’t try to influence an electron by lecturing it, giving it a better upbringing, or fixing society 

around it. So this kind of unpredictability has no connection to morality.  

At the other end of the spectrum, suppose that we had a robot, which we “know” has no “free will” (in 

some metaphysical sense), but which is intelligent and communicative, and in particular, is susceptible 

to praise, blame, reward, and punishment, in a way that is very similar to a human. In fact, let’s assume 

that such mechanisms are the best way to control it. If our goal is to get the robot to behave morally, 

then we would apply these mechanisms, just as if it were a person.  

The last example informs the case of actual interest, that of normal humans. The claim is often made 

that “if there is no free will, and a person’s actions are determined, then there is no way to hold her 

responsible for those actions, hence no basis for ethics or morality.” The hypothetical case of the robot 

exemplifies this concern, but the response of society to such a robot would not be to leave it completely 

unconstrained and not attempt to make it behave for the better.  

Let’s look at a more realistic comparison. In scenario A, Ada is mentally normal and competent. In other 

words, the usual models of her offer the usual degrees and kinds of predictability. In Scenario B, Ada is 

under the influence of a drug (accidentally, let’s say) that drastically affects her self-control; let’s say it 

makes her temporarily psychotic. In other words, one would need quite a different model to predict her 

behavior, one in which the specific biological effects of the drug were paramount. In both scenarios, she 

shoots and kills someone (say Zeb), without justification.  

Almost everyone will argue (and I agree) that the scenarios are quite different ethically, and in 

particular, that we should deal with Ada quite differently after the killing. Is the difference because Ada 

is lacking some metaphysical Free Will in Scenario B that she has in A? I claim not. Rather, there is a 

much more pragmatic difference between the scenarios. In Scenario A, Ada is susceptible to certain 

kinds of influences: social, cognitive, linguistic influences from the outside and from within herself. For 

example, if someone said to her, just before pulling the trigger, “Ada, don’t shoot, you know that killing 

is wrong,” we could have some plausible hope that this statement might dissuade her. Her pulling the 



trigger regardless after such a statement would be additionally damning. In Scenario B, since she is 

psychotic and disconnected from these modes of influence, such a statement would be pointless.  

Similarly, after the killing, in Scenario A, we can hope that punishing Ada will dissuade her from further 

such acts (since she can be influenced in this way, and future acts would have some connection to her 

mental state while in prison) and deter other (similarly normal) people from similar acts (again, since we 

can influence them by showing them the possible consequences of their actions). In Scenario B, prison is 

pointless, both for Ada herself, and for others. For example, if someone else, say Bill, will in the future 

be accidentally under the influence of this drug, whether or not he knew that Ada was punished for a 

similar incident would be irrelevant: in his psychotic state, he would not pay any attention to that 

information, and it would not influence his behavior. 

So from a pragmatic point of view of influencing behavior, we have an explanation of why the degree of 

“free will” involved in an action is relevant for determining the proper and just reaction (e.g. 

punishment) for the action. The explanation need not avail itself of a metaphysical notion of free will, 

and it focuses more on predictability than on unpredictability. 

Here is another pair of scenarios. In both, I am standing atop a high, sheer cliff with someone I intensely 

dislike. Scenario C: he starts to fall, and out of sheer reflex, without deliberation, and against my 

inclination and character, I reach out and save him. Scenario D: he starts to fall, and because of my 

inclination and character, with a small but crucial amount of deliberation, I save him. Note that in 

Scenario C, my action is “freer” in some sense (less predictable, with the action not as predictable from 

previous mental states) but in Scenario D I am more morally praiseworthy. Again, it is the correlation of 

the action with my personality that makes it more my decision, and at the same time makes it more 

predictable (in principle, perhaps with an amazingly good model). 

Let’s look at the famous Libet experiments in the light of my arguments. The usual description goes like 

this: “Libet’s results are disturbing since they indicate that the conscious (supposedly freely willed) 

decision comes after the brain impulse that actually leads to the motion. This is particularly disturbing in 

its implications for ethics.” Assuming no problems with the methodology (which has been disputed), 

here is how I would describe what was seen in the experiment (which we’ll describe as being done on 

Ada) and why I don’t find it disturbing.  

From Libet’s results it follows that there is a model for Ada which predicts her behavior (the hand 

motion) and that does not include obviously conscious mental states. (I tend to agree with Dennett that 

definitely labeling mental states as being either “in consciousness” or not is inappropriate, but let’s not 

worry about that, for the sake of discussion. Dennett’s commentaries only serve to make Libet’s results 

less disturbing as well.) The existence of such a model at first seems disturbing. But note the particular 

situation we are talking about: prediction of a trivial action on a scale of milliseconds. We are not talking 

about predicting whether Ada will shoot someone later that week. (Numerous commentators on Libet 

have raised the point of the triviality of the particular action done in the experiment.)  

Let’s look at a case with at least one point of similarity. Suppose that Ada is writing a very important, 

sensitive e-mail, with real ethical import, and throughout the process of writing, she is not sure if she 



will really send it. (I imagine a “Dear John” e-mail, perhaps.) The whole process takes some time, and 

involves much conscious thought. But the e-mail is not actually sent until she clicks Send. If we focus just 

on that action, in that instant, and the few hundred milliseconds before it, we are analyzing a motor 

action very much like in Libet’s experiment.  

It is very possible, even likely, that over that time scale, the best model for predicting whether she will 

hit Send does not include her conscious mental states, but instead includes some low-level brain 

potential such as the one measured by Libet. But that is the wrong time scale to focus on if we want to 

think about the meaning of her action. If, instead, we want to try to predict (even roughly) over the scale 

of minutes to hours (or even over a few seconds) whether she will send the e-mail, we would be foolish 

to try to use a model that didn’t use any conscious mental states.  

One way to think about this particular case is to use the first-person perspective: what does the 

“decision” feel like in this case? I claim that it will often feel like the probability of hitting Send varies 

over time (I’m pretty sure I should send this; oh, but wait, maybe not; no, I really need to), generally 

trending upward, but not hitting 100% until suddenly: “Oh! I pressed Send. OK, I really did it.” We are 

often a tiny bit surprised (and relieved?) by the actual moment of decision—in cases, like this one, 

where we can so precisely identify the moment. Of course the “moment” of decision is often not so 

clear—though it is in cases of button-pushes or trigger-pulls. 

The basic outline of the e-mail scenario is quite general. For any significant decision, there will be some 

period (maybe only a few seconds, maybe years) of deliberation, and efficient prediction over that 

timescale will involve access to conscious mental states. If there is an identifiable moment of finality, 

such as with the e-mail, or with pulling a trigger on a gun, then prediction over less than the last second 

will not need access to these states. That statement is trivial over a timescale of tens of milliseconds, 

when we would all agree that the action has been initiated and we are just watching an impulse move 

down a muscle fiber. Libet’s experiment deals with a case of prediction over an only slightly longer 

timescale, so it is not that surprising that we still need no access to conscious mental states.  

What is somewhat surprising is that Ada will confidently assert (according to Libet’s methodology) that 

she can identify a “moment of conscious decision” and that that moment postdates the initiation of the 

action. But remember that Ada’s own self-model is far from the ideal one; even though she has 

privileged access to some aspects of her mind and brain, that access is very problematic and incomplete. 

Libet is also pushing the limits (or beyond the limits) of judgments of timing that it is meaningful for a 

human to make (about anything, much less about such a complicated system as the mind/brain).  

For us to thoroughly trust Ada’s own judgment of the situation, we must imagine that throughout the 

experiment, Ada were constantly, highly accurately, with precise timing, monitoring all the parts of her 

mind (of varying degrees of “consciousness”) that related to the eventual decision to move her hand, 

and trying to predict from this information whether (and when) she will move her hand. That is, we 

must imagine that Ada is implementing the ideal model of her own mind. But this is (apart from being 

something that we humans don’t know how to do) completely contradictory to the instructions in the 

experiment, which preclude Ada thinking nearly so much about the decision beforehand.  



I am not denying that Ada reports something (a perceived concurrence in time between a certain mental 

state relevant to the action on the one hand and a visual perception on the other), or that it is 

somewhat relevant to how her brain is working in the crucial juncture. But to identify her report as the 

all-or-nothing crux of the decision would be almost meaningless, even if Libet’s results didn’t already put 

such a claim in serious doubt. 

Let’s turn to another situation in which “free will” is a serious issue. Imagine an inmate, say Carl, of a 

concentration camp or prison, whose freedom is extremely circumscribed, and whose condition is 

horrible. Viktor Frankl (in Man’s Search for Meaning) makes the point that Carl still has the freedom to 

choose his attitude toward his situation, and he identifies that freedom as crucial and hope-giving.  

Do my arguments take away this hope? Let’s see how I would describe Carl’s situation. First, I would say 

that Carl’s warden (for example) does have more predictive power regarding Carl’s life than is usual—

reflecting the obvious lack of freedom of action that Carl has—and it is not surprising that that is an 

unpleasant situation for Carl. My version of Frankl’s observation would be that, nonetheless, the warden 

cannot predict what Carl will think or feel, since that would require access to Carl’s mental states. So, in 

a different language, I do echo Frankl’s claim. And I don’t at all deny the psychological fact that this lack 

of predictive power on the part of outsiders (particularly the warden) will make Carl feel better.  

What I wouldn’t agree with is a claim that there is some special, magical, metaphysical spark that Carl 

possesses, and which is the key element that cannot be taken away. There is simply no need to posit 

such a thing. If Carl cannot be happy without thinking of his free will as the presence of such a spark, 

then that is a relatively harmless, though fundamentally flawed, illusion that he can maintain. But he 

does not need the illusion to benefit from reflecting on his own situation, and its particular sort of 

predictability and unpredictability. 

Now, Carl’s situation has been assumed to be horrible (regardless of his degree of freedom), which 

influences how we think about him. We could instead try to imagine Carl in some sort of totalitarian 

Utopia, where he is blissfully happy, with most or all of his important desires fulfilled, but where he is 

similarly circumscribed—almost completely lacking in freedom. This should focus our attention on 

freedom per se. However, if Carl has normal psychology, I don’t think such a scenario is consistent. Carl 

will have desires, and will not be blissfully happy without some degree of satisfaction of these desires. 

(Hopefully, some of these desires are for higher goals such as the happiness of others, the production of 

great art, etc. We need not assume that Carl is a perfect hedonist.) To make it clear, imagine two 

different scenarios. 

Scenario E: Carl is a normal, undrugged human who is highly externally constrained. We can predict his 

future very accurately due to these constraints, without access to his mental states. However his desires 

are also generally fulfilled, “automatically”. This is practically indistinguishable from Carl being able to 

control the situation. He wants ice cream, ice cream appears. He wants to go to New Zealand, a plane 

takes him there. This is not a lack of freedom, it is Carl having magical powers. Not so bad for Carl. So 

this is not really the scenario we are looking for. 



Scenario F: Carl is drugged (think Soma in Brave New World) or raised from birth in such a way so that 

his desires automatically fall into line with the given, strict constraints of his environment. Whether or 

not this is a good situation for Carl, or a good state of affairs, is an interesting question, which I won’t 

address. But what about free will? Carl seems to have very little freedom or free will in this situation. 

What does my method say? Note that we can predict a great deal about Carl in this situation with a very 

simple model. We need no complex model of or access to his mental states in order to predict his 

future, including his future mental states: we can simply say that “Carl will be happy in the future doing 

the activities X,Y,Z allowed to him by his environment.”  

Here we have predictability with a far coarser model than the ideal model that allowed decent 

predictability for Ada (which required amazing detail and modeling of her mental states). Hence this 

scenario is qualitatively different from our usual reality, and is rightly disturbing. So it is definitely 

possible to imagine cases where the “problem” (what we find disturbing) is too high a degree of 

predictability, but it is important that the issue here was predictability with a very coarse model. If 

instead we see a situation (like that of normal Ada) where we get substantial predictability only with the 

ideal model, that should not be nearly so disturbing. 


